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Motivation

P(overhead work) = 0.5

P(standing) = 0.95

P(hands high) = 0.7

P(overhead work | other beliefs) = ?
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Related Work

• Goal: Model multi-label distribution

• Attribute-class approaches

• Knowledge graphs

• Bayesian networks

• Probabilistic rules
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pRSL
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• Classifiers outputs are
prior beliefs on the labels

• Labels are connected via
probabilistic logical rules

• Conditioning on rules gives
a-posteriori beliefs:
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Rules

Propositional Logic

• Soften up truth tables

• Arbitrary inter-label relations

Multicategorical Noisy-or

• Parametrized with inhibition 
probabilities

• Extended to multicategorical case
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l1 l2 P(Rk = 1|L = l)

a1 b1 0.8

a1 b2 0.8

a2 b1 0.8

a2 b2 0.2

Rk: a2 → b1 (p = 0.8)
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Example

• Detect overhead work

• Sensors:
• L1: Camera = {movement, normal 

work, overhead work}

• L2: Shoes = {gait, stand}

• L3: Height = {high, center, low}

• Rules:
• R1: s ∧ h → o (p = 0.8)

• R2: n → c ∨ l (p = 0.9)

• R3: g m (p = 1)

© MotionMiners
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Example Calculations

• Given P(L1|x1) = (0.1, 0.4, 0.5), P(L2|x2) = (0.05, 0.95), P(L3|x3) = (0.5, 0.3, 0.2),
what is P(L1 = o|R = 1, x)?

• P(L1|R = 1, x) = (0.01, 0.05, 0.94), P(L2|R = 1, x) = (0.01, 0.99), P(L3|R = 1, x) = (0.48, 0.31, 0.21)

• (o, s, h) is the most likely combination

7Michael Kirchhof et al., Data Science Kolloquium



Implementation Details

• Rules parametrized as multi-categorical noisy-or

• Loopy belief propagation allows approximate inference in 

• Learn rules in by inverse likelihood trick

• Beta Regularization
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Benchmark Results

• Datasets: Emotions, Yeast, Birds, Medical, Enron, Mediamill

• Comparison Methods: 2-layer NN, MLWSE (2020), BOOMER (2020)

• Measures: Joint-label Accuracy, Hamming Loss, log-likelihood

• Each method has strengths on different datasets and metrics

• pRSL particularly good on datasets with high density

• Approximate inference methods are scalable
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Summary

• pRSL builds up multi-label distribution
via probabilistic rules

• All types of logical inter-label relations

• Mathematically derived learning
strategies outperformed heuristics

• Applied to zero-shot human 
activity recognition task
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Regularization
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Prior: Prior:

Reg.: Reg.:

Normalization constant gives "natural"
(and optimal) regularizer strength

Hyperparameters are interpretable
and can be set automatically



Inference and Learning

• Loopy belief propagation allows approximate inference in 

• Learn rules in by inverse likelihood trick
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